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Safe Multi-Display
Cockpit Controller

The cockpit controller is a new kind of integrated automotive
ECU that centralizes the visual interaction between the driver
and the car. The cockpit controller controls several displays,
typically the instrument cluster display (positioned in front of
the driver) and the infotainment display (in the center stack),
and sometimes also additional displays such as a head-up
display, projecting critical information to the driver, or displays for passengers in the front or in the back of the car.
Future cars might even replace rear-view mirrors by digital
solutions, further increasing the number of displays in the
car.
The cockpit controller integrates a large number of very
different functions that are implemented in software: from
entertainment and infotainment applications to driver
information systems providing safety critical information
from various vehicle systems to the driver.
Most world-wide OEMs are putting into production or designing vehicle architectures that replace the existing solutions,
consisting of multiple separated ECUs, by such a cockpit
controller.
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This white paper explains
1. The reasons for introducing a cockpit controller
2. The technical challenges that need to be addressed when
building a cockpit controller
3. OpenSynergy’s recommended architecture to build such
devices
4. How OpenSynergy’s software products support OEMs and
Tier1 suppliers in building a cockpit controller
This trend is part of a global change in vehicle system
architecture, where most software functions will be concentrated on fewer, very powerful, “domain controllers”. The
cockpit controller is one such domain controller.

REASONs FOR A COCKPIT CONTROLLER
The alternative to building a cockpit
controller is to use separate ECUs that
are each responsible for the contents
(and associated functions) on a single
display. An instrument cluster ECU controls the instrument cluster display and
runs applications that read information
from the vehicle busses and translate
it into digitally rendered dials. A head
unit controls the center stack display

and runs all infotainment applications.
Head-up displays or other displays
come with their own ECUs that run
local applications.
This section will explain the reasons
for moving to an integrated approach
and will also point out the limits of
this approach.

Providing the information where the
driver needs it
In new vehicle designs that use many
displays, it is important that the driver
does not need to interact with isolated systems but gets a fully integrated
driver experience, where the information is displayed where the driver needs
and expects it.
For example, navigation applications
(typically considered to be part of the
infotainment system) must be able to
provide information at different levels
of abstraction on different displays in
the car. Typically, the navigation application provides detailed maps on the
center stack display but more simple
turn-by-turn instructions on the instru-
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ment cluster display or on the head-up
display. However, it must be possible,
depending on the vehicle situation and
the driver’s preferences, to display a
detailed map in the instrument cluster
display or to let the passenger interact
with the navigation system. The information must be where the driver (or
passenger) wants it.
This requires a highly integrated
system, where the navigation application can render information on all
displays.
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A second example is about time-critical
warnings coming from driver assistance
systems, such as collision-avoidance
systems that alert the driver about an
upcoming obstacle. To ensure that the
driver sees the information in good
time, it should be displayed at the right
location: on the instrument cluster, on
the head-up display (if there is one) but
also on the center stack display if the
driver is interacting with that system or
looking in that direction.
To get closer to these goals, some existing architectures currently in production have been using an intermediate
approach where the instrument cluster
ECU inputs a video stream from the
head unit (running infotainment) that
is rendered in a dedicated and fixed
space on the instrument cluster display.
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Such approaches require additional
processing power to encode/decode
the stream, leads to complex integration challenges and do not provide any
flexibility in using the total screen realestate in the vehicle.
Providing the information where
the driver needs it, in an integrated
and consistent manner, requires all
applications in the cockpit to closely
interact. It is much easier to realize
this on a cockpit controller than on
independent ECUs.

Saving cost, space, weight and energy

Silicon vendors have built powerful
SoC’s that integrate enough computing
power to build a cockpit controller.
These SoC’s can run many applications from different domains such as
infotainment and driver information
concurrently, and contain powerful
co-processors such as Graphic Processor Units (GPUs) that can drive a large
number of pixels on multiple displays.

Integration leads to much more efficient communication paths. If the head
unit needs to send a video stream
to the separate ECU driving the instrument cluster display, this requires
complex coding and decoding on both
sides to serialize the data over Ethernet
or specific busses. On an integrated
cockpit controller, in contrast, very efficient “shared memory” can be used.

There now are many devices that are
suitable to build a cockpit controller:
Renesas RCAR-3, NXP i.MX8, Qualcomm
Snapdragon and existing or upcoming
devices from Intel, NVIDIA, Telechips,
MediaTek and many others.

Using an integrated SoC to build a
single cockpit controller ECU leads to
a system that has a lower BOM cost,
uses less space, weighs less and consumes less energy than distributing
the same functionality across several
individual ECUs.

Integration on one SoC reduces the
total computing power required
because common functionality (such as
communication stacks or diagnostics)
only need to run on the single integrated ECU. In addition, centralizing makes
“load balancing” easier and thus to
take optimal advantage of the available
computing power. Depending on the
vehicle situation, different applications
need to run and can share the same
centralized processors. For example, a
parking assistant could share processing power with the navigation system
rendering a 3D map as both functions
are not used concurrently. If the applications are implemented on separate
dedicated hardware, this is not possible.
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REASONs FOR A COCKPIT CONTROLLER
Limitations on the integration
Although we strongly believe that the
next wave of vehicles will use integrated cockpit controllers, we are not
suggesting that “anything goes”. There
are limits to what is (currently)
possible.
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The computing power of the SoC to
execute applications and to render
pixels will limit the extent to which
functions and displays can be integrated. Most currently available SoCs are
able to render a typical instrument
cluster display (with the usual 60 fps1),
a central stack display and sometimes
one or two additional displays. Depending on the number of displays,
their resolution, the complexity of
the rendered scenes and the targeted
frame-rate, existing SoCs will reach
their limits. If the computing and
rendering power is not sufficient, a
hybrid solution will be used whereby
several SoCs run in a tightly integrated
way to provide the needed processing
power, while achieving the stated goals
of optimal hardware use and flexible

1

Frames per second
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information provision where the driver
needs it. OpenSynergy is working on
such technologies for a future generation of its products.
Secondly, there are limits to what an
integrated system can provide in terms
of safety. Current SoCs and technology
make it possible to build cockpit controllers that run applications that have
been developed without safety requirements (like most infotainment
applications) with applications that
need to satisfy safety goals up to ISO
26262 ASIL-B. In case of applications
needing higher safety requirements
separation through hardware is required in most cases. The same applies to
applications requiring hard real-time
performance or ultra-low boot-times
that go beyond what is required from
an instrument cluster and infotainment
system.

REQUIREMENTS AND CHALLENGES
This section takes a closer look at
the key technical requirements on a
cockpit controller, whereby we will
focus on those elements that are particularly challenging due to the integration required.
To facilitate the discussion, we will
group the functions of the cockpit
controller into functional domains that
have different expectations on the
platform on which they run:
•

Domain 1: the “Infotainment Domain”:
provides infotainment functionality,
including entertainment (playing media)
and navigation. This domain typically
interacts with the driver through a
touch screen on the central stack

display or a separate touch pad or
wheel.
•

Domain 2: the “Driver Information
Domain”: renders most of the instrument cluster and providing information
about the vehicle to the driver.

•

Domain 3: the “Safety Information
Domain”: renders safety critical information.
Some OEMs will add a fourth or fifth
domain. For example, an additional
domain could be driver assistance
functions, such as a parking assistant,
that run directly on the cockpit controller.
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Different software frameworks are required
The applications on the different
domains require different application
programming interfaces and development environments. In the infotain-

ment domain, we see two dominant
choices: Android2 or Linux-based
frameworks (possibly based on GenIVI3
or AGL4).

2

Android also uses Linux (with some extensions) as underlying Operating System

3

GENIVI® is a non-profit industry alliance committed to driving the broad adoption of open source, In-Vehicle

Infotainment (IVI) software and providing open technology for the connected car (www.genivi.org)
4

Automotive Grade Linux (AGL) is a collaborative open source project that is bringing together automakers, sup-

pliers and technology companies to develop an open platform from the ground up that can serve as the de facto
industry standard to enable rapid development of new features and technologies (www.automotivelinux.org)
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ly complex Android framework is not
suitable at all.

Android plays an increasingly important
role as application software framework
for the infotainment domain of cockpit
controllers5. There are many similarities between the applications running
on a smart phone and on in-vehicle
infotainment systems. Android has a
proven interface between the apps and
the underlying framework: this provides a solid approach to developing and
integrating many infotainment applications. The proven app store technology
can be used to add new applications
during the life-time of the car in a
controlled manner. Some OEMs might
even want to allow the user to download their preferred apps from selected
app-stores and run it on the in-vehicle
infotainment system in order to offer a
more open user experience.
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In the driver information domain some
OEMs will use Linux, others want to
use specific embedded or real-time
operating systems, such as QNX, to
integrate legacy applications.
In addition, to interact with the vehicle
busses and other ECUs, many OEMs
want to use classic AUTOSAR. In case
the cockpit controller needs to execute
local driver assistance applications,
adaptive AUTOSAR is a good choice.

The cockpit controller must integrate
software frameworks and operating
systems appropriate for the applications. Depending on the OEM requirements this can be a combination
of: Android, Linux (including variants
such as GenIVI or AGL), AUTOSAR, adaptive AUTOSAR or special operating
systems such as QNX.

At the same time, Android is not designed to run automotive-specific applications, such as rendering an instrument
cluster or talking to vehicle busses.
When it comes to safety, the extreme-

Domains have different boot-time
requirements
Cold-booting6 a large device such as a
cockpit controller is a particular challenge. Typically:

5

•

Due to the management of the vehicle
networks, the cockpit controller must
be alive on the network within a few
100 milliseconds.

Note that the choice to use Android as an in-vehicle framework for Infotainment is decoupled from the choice to

use Android on the smart phone and use projection technology to interact with the applications (running on the
smart phone) using the in-vehicle infotainment as an interface
6

Cold-booting is the process to start the system from the lowest power state, in which the system must be when

the car is not used for a longer period of time
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•

Safety relevant systems must be up
and running within a few seconds. Due
to legal requirements, the “rear-view
camera” functionality must be available
in under 2 seconds.

•

The instrument cluster must also be
running after “a few seconds” (depending on the OEM between 2 and 5
seconds).

•

In general, it is acceptable to have
full functionality of the infotainment domain available after 10 to 20
seconds of a cold-boot, but the overall
user experience must be very good.
Drivers do not want to wait a minute
before being able to enter their destination in the navigation system.

it could transition into a “standby”
mode from which it can be awakened
in a very short time: especially the infotainment domain (that takes longest
to initialize in a cold-boot process)
benefits from such an approach. If
the car is idle for a longer period, the
system moves to a deeper shut-down
state to save more power, which requires a cold-boot for restart.
The cockpit controller must support a
cold-boot process whereby different
functions are available at the right
point in time. The cockpit controller
should support standby modes to
improve the user experience when
waking up the vehicle.

To provide an even better user experience, more complex boot scenarios
and shut-down scenarios must be supported. On shutting down the system,
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Graphics quality-of-service while allowing
high flexibility
Not only does a cockpit controller need
to render many pixels on several displays: it needs to do this with the right
quality-of-service.
OEMs typically require that the instrument cluster domain is rendered
on the instrument cluster display with
the highest priority to ensure a stable
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frame rate of 60 fps. Other functional
domains are allowed to use the remaining GPU power to render potentially
very complex scenes in a more flexible
way, such as 3D maps from the navigation system, without affecting the
rendering of the instrument cluster.

The cockpit controller must ensure
that the instrument cluster display is
rendered with a stable 60fps independent of the load caused by other
applications and the flexible reconfiguration of the displays.

At the same time, HMI designers want
to have flexibility in changing the
layout of the instrument cluster display
depending on the vehicle situation and
the driver’s preference. In some cases,
the dials showing the vehicle speed
must move to the side to blend in a
3D rendered map from the navigation
system. In other cases, the dials are
in full focus and only a small space is
reserved for turn-by-turn navigation.
This poses technological challenges
on the cockpit controller as the same
hardware pipe-line is used by both
functional domains.

Safety requirements
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From a safety point of view, there typically are three categories of functions:
•

•

The functions of the infotainment
domain will not need to fulfill any
safety requirements.
Most of the information rendered on
the instrument cluster display underlies
higher requirements on the availability, quality-of-service and boot-times
but still does not underlie any formal
safety requirements.
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•

A small part of the information rendered on some displays is subject to
functional safety requirements (according to ISO 26262): these typically are
warning signs or “telltales”.
This section will briefly introduce the
ISO2626 standard and then explain the
typical safety requirements in this last
category in more detail.

The standard ISO 262627 defines 5
safety levels: QM (no safety relevance), ASIL-A (lowest criticality), ASIL-B,
ASIL-C and ASIL-D (highest criticality).
The standard defines on what basis
the vehicle manufacturer must assess
the criticality level of the vehicle functions and assign them a corresponding
ASIL level (QM, A, B, C or D). The
standard then defines the processes,
the technical measures and verification measures that need to be put in
place to implement these functions
at the system level, or, after decomposition, at the hardware or software
levels. These measures are less stringent at the lower ASIL levels (A) and
most stringent at the highest level
(D). When working in the framework
of ASIL and when assessing system
architectures, hardware or software
solutions, it is not sufficient to only
look at the “ASIL” level. Equally important are the exact safety requirements
that these systems need to fulfil. It
only makes sense to talk about “ASIL”
in the context of specific safety requirements. These are not defined by the
ISO 26262-standard but by the OEM,
system- or component-provider. For
example, “ASIL-D” operating systems
are not necessarily “safer” than “ASILA” operating systems: it all depends
on the safety requirements that are
fulfilled, or assumed to be fulfilled, by
the vendor of these components.
Similarly, if a safety goal of a vehicle
function is given a specific ASIL level,
this does not imply that all hardware
7

or software affecting this function
needs to be developed up to the same
ASIL level! It all depends on how the
safety goal is realized, for example
by decomposing it into safety requirements for hardware or software
components that might only need to
fulfill a lower ASIL level. Such smart
decomposition architectures are key in
designing systems that are safe, satisfy
complex non safety-critical requirements and can be developed within
budget constraints on time and cost.
Let’s return to the “telltales” that
need to be rendered by the instrument cluster domain. Telltales are
warning signs that alert the driver of a
malfunction in the car (e.g. a problem
detected in the braking) or a dangerous driving situation (e.g. coming
from a driver assistance system). Most
OEMs will give this function an ASIL
level of QM, A or B. In some cases,
driving suggestions (such as the recommended gear), that might impact
the safety of the vehicle, will also be
assigned an ASIL level.
The safety requirement (that needs to
be fulfilled up to ASIL-B) is the following: in case the instrument cluster
function is informed (through data
coming from the vehicle network) that
a telltale must be rendered (“telltale
must be shown”), the relevant display
must show the telltale within a certain
period of time (“telltale is shown”).
The unsafe situation is that a warning
should have been shown but that the

ISO 26262 is intended to be applied to safety-related systems that include one or more electrical and/or electro-

nic (E/E) systems and that are installed in series production passenger cars (www.iso.org)
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driver is led to believe that his instrument cluster is functioning correctly
and that no telltale should have been
shown. An example of an unsafe situation would be a frozen instrument
cluster display in a driving situation
where a warning should have been
shown or tell-tales that are hidden by
overlapping information from nonsafety relevant

The cockpit controller must satisfy
the safety requirement related to
rendering tell-tales up to ISO 26262
ASIL-B.

functions. To achieve a safe state, it is
sufficient to make sure that the driver
is made aware that his instrument
cluster is not working correctly.

Flexibility and scalability
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Many OEMs want to reuse the same
architecture and software building
blocks across several car lines that
provide different feature sets. The aim
is to reuse software to reduce development time, cost and risk.
A low-end cockpit controller might
drive a digital instrument cluster and
a very basic infotainment system that
mainly supports projecting applications
running on the smart phone brought
into the car. Moving up to mid- or
high-end systems, the resolutions of
the display increase or more displays
(such as a head-up display) are added
and additional functions are made
available. In these cases, more powerful SoCs of the same family can
be used, but the overall architecture
should stay the same.
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It is important that the architecture
supports maximal reuse of building
blocks across the different vehicle lines.
The centralized cockpit controller is
also pre-destined to enable new business models whereby the OEM can
unlock new software-implemented features over the lifetime of the vehicle.
The cockpit controller must support
this.
The cockpit controller must support
software reuse across vehicle lines
(“low”, “mid”, “high”) and allow
unlocking new features during the
lifetime of the car.

Modular software update

•

Over-the air software update and
device management are a must in all
new vehicle systems. Software updates
can fix bugs related to functionality,
safety or security or add new functionality during the lifetime of the vehicle.
Device management makes it possible
to unlock features or collect information on the health of the systems.

•

In addition, it must be possible to
update the entire infotainment domain,
to repair bugs in the frameworks,
to change core functionality or to
upgrade to a newer version of Android.
Such upgrades should however not
interfere with instrument cluster functionality or with safety relevant functions.

On an integrated device such as the
cockpit controller, it is important that
the architecture supports modular software updates while considering different expectations on update frequency,
criticality of the affected functions and
need to requalify the entire device. For
example:

•

It must also be possible to update the
software affecting safety critical functions or any low-level software such
as operating systems. Typically, such
updates will only be possible when
triggered by the OEM and in more
restricted environments or vehicle
states.

If Android is used as infotainment
domain framework, it should be possible to update individual apps or to add
and remove apps frequently. To reduce
the cost of retesting and recertification
and to enable customers to customize
their system, such updates should not
affect the other functionality of the
cockpit controller such as core infotainment functions, functions of the instrument cluster domain or any safety
relevant functions.
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On a cockpit controller, it must be
possible to update software functions
modularly, whereby changing
frequently updated non-critical
functions should not affect core
functionality or safety-critical
behavior.
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Security requirements

The cockpit controller runs critical
functions (some are even assigned a
safety level up to ASIL-B) and will be
connected to the outside world.
Many functions in the infotainment
domain are “connected” by nature:
they stream media from local smart
devices or from the cloud, download
“points of interest”, traffic and weather
data, run automotive-specific on-line
services such as geofencing or battery
management. In future, as mobile
networks become faster and coverage
improves, the boundary between infotainment applications running locally or
“in the cloud” will blur even further.
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The cockpit controller is remotely managed, has to allow modular
software updates and, in some OEM
architectures, acts as a gateway to
manage or update other ECUs in the
car or to provide connectivity to other
ECUs or smart devices.
As a result, the cockpit controller
architecture must make it possible
to integrate functions with different
security levels. Even if a complex
software function with a broad interface to the outside world and a large
attack surface is affected by a security
breach, secondary firewalls must make
it hard for attackers to access more
critical functions.
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Security architectures root in hardware
features provided by the SoC vendor,
such as safe functions running in ARM
TrustZone or additional on-SoC or
external hardware safety elements that
store hidden keys and provide safety
functions.
The cockpit controller must make it
possible to integrate functions with
different criticality levels and attack
surfaces and must take full advantage
of the hardware security features.

COCKPIT REFERENCE ARCHITECTURE
The following sections highlight some
specific choices made in this architecture and summarizes how it addresses
the requirements on the cockpit controller and our design goals. Finally, this
architecture has been reviewed by an
external authority to ensure that it can
be used to meet the assumed cockpit
controller safety requirements.

OpenSynergy proposes a reference
architecture for a cockpit controller
that addresses the key integration
requirements (supporting the right
application frameworks, satisfying boot
time targets, providing quality-of-service for the graphics rendering while
allowing flexible use of the displays,
fulfilling safety requirements up to
ASIL-B, providing flexibility and scalability, supporting security) and fulfills the
following additional design goals:
•

Taking full advantage of the capabilities
of the current (and future) generation
of SoC’s to save cost, space, weight
and energy.

•

Taking maximal advantage of existing
open frameworks to save development
time, risk and cost.
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Eth.

The Hypervisor

A key part of the architecture is a
hypervisor. A hypervisor runs directly
on the SoC application cores (at the
highest privilege level) and creates
several virtual machines (VMs). Each
VM is isolated from the others and this
separation (ISO 26262 calls it “freedom
from interference”) supports some of
the key integration requirements. The
hypervisor must support the controlled
interaction between the VMs and
devices on the SoC and communication
between the VMs. All previously mentioned SoCs have integrated hardware
virtualization extensions on the appli-

cation cores. These extensions make
it possible to run a hypervisor with
hardly any measurable performance
overhead8 and without the need to
change the operating systems9 running
in the VMs (also called the “guest
operating systems”).
A hypervisor enables the integration
of concurrently running heterogeneous virtual machines.
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8

On the mentioned SoCs, the presence of the Hypervisor causes minimal overhead, in many cases below the

measurement noise. OpenSynergy can provide specific measurements, which are very similar on the supported
SoCs. However, the sharing of SoC devices (such as the GPU or access to NVRAM) does cause additional overhead
that is not due to the Hypervisor by itself but due to the need to use a single device concurrently from several
VMs. The resulting performance is highly dependent on the SoC design, the software drivers provided by the SoC
vendor and the overall hardware design.
9

This means that an Operating Systems, like the Linux Kernel, that runs natively can run on top of a Hypervisor

without any modifications. However, as a result of the need to share devices, specific native drivers (that access
a physical device directly) need to be replaced by other drivers (that access the device through VIRTIO or an SoCspecific mechanism) in some VMs.
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The Guests

In our reference architecture we use
(at least) three VMs:
•

A first VM runs the functions from the
infotainment domain: this will run the
Linux Kernel using Android, GenIVI or
AGL as an application framework.

•

A second VM will run the instrument
cluster domain: we believe that Linux
is the appropriate operating system to
run the majority of instrument cluster
functionality. SoC vendors support
Linux very well, there is a large ecosystem of developers and tools. Linux
can satisfy the instrument cluster
reliability and boot requirements. One
limitation is that it is not possible to
achieve ASIL-B functions using Linux
by itself, which is why we introduce a
third VM.

•

A third VM will run the “IC Guard” or
other software functions that (as a
result of ASIL decomposition) must be
developed up to ASIL-B. Our architecture makes it possible to keep the software in this VM minimal as this software needs to be designed, developed
and tested according to more stringent
and automotive-specific requirements
and processes.
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As the hypervisor needs to ensure
freedom from interference between
VMs of different ASIL levels, the hypervisor itself needs to ensure separation
to the highest ASIL level of the VMs,
which is assumed to be ASIL-B for the
cockpit controller.
The guests provide the appropriate
application frameworks at different
ASIL levels, from QM to ASIL-B. The
hypervisor provides freedom from
interference up to ASIL-B.
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Shared GPU and shared Display

To satisfy the Cockpit Controller
requirements, the reference architecture introduces two key technologies:
•

Shared GPU enables several VMs to
use the GPU of the SoC concurrently.
This sharing mechanism must support
the required quality-of-service.

•

Shared Display decouples virtual from
physical displays. Applications in VMs
can be rendered in virtual displays.
A central compositor controls how
these virtual displays are rendered on
the physical displays available to the
cockpit controller.

17
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As information flows within one SoC
(and not over networks), efficient
communication mechanisms, such as
“zero-copy” shared memory, can be
used. Some SoC vendors include smart
extensions in their hardware to optimize sharing the GPU.
The solution must include a shared
GPU and a shared display to enable
flexible rendering from functional
domains on displays.

The Safe IC Mechanism

By using Linux to run the instrument
cluster domain, our architecture takes
maximal advantage of the open source
eco-system and the operating system
that the SoC vendors support best.

(indicating that there might be a
problem inside the Linux-based VM
rendering the instrument cluster) the
IC-Guard will:
◦◦

immediately put the cockpit
controller in a safe state (a simple
measure might be to turn off the
display backlight to alert the driver
that the instrument cluster display
is not providing reliable information, but other OEM-specific measures can be taken), and

◦◦

initiate recovery actions, such as
restarting one VM or the entire
cockpit controller.

In our architecture, Linux renders the
entire instrument cluster display.
To address the ASIL-B safety requirements, an IC-Guard, located in a
separate VM (and safely isolated from
the other VMs by the hypervisor) does
three things:
•

it instructs the Linux VM rendering
the instrument cluster how and when
telltales must be displayed based on information from the vehicle busses, and

•

it verifies (as close as possible to the
data going to the physical displays) that
this has been done correctly, and

•

in the exceptional case that telltales
are not displayed as expected

The safety concept is complemented
by a hierarchical watchdog scheme
that will ultimately lead to a system
reset as last resource if the safety-relevant VMs or the hypervisor itself are
not responsive.

External review of the reference architecture
OpenSynergy has developed the proposed architecture based on many years
of experience using hypervisors in automotive and bringing cockpit controllers into mass production. In addition,
OpenSynergy has requested TÜV SÜD
to confirm that this
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architecture is appropriate to reach
the stated safety requirements up to
ASIL-B. This has been confirmed and
is documented in Technical Report
of Functional Safety by TÜV SÜD Rail
GmbH, Automotive Department.
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OPENSYNERGY’S PRODUCTS
A certified Hypervisor, developed as an SEooC
OpenSynergy has developed a hypervisor – the COQOS Hypervisor – that
targets the specific needs of automotive devices such as a cockpit controller.
COQOS Hypervisor is highly configurable so that customers can for example
change the number of VMs, the assignment to physical cores and temporal
behavior, the inter-VM communication
channels, the access rights of VMs to
devices and to security features of the
SoC. It is minimalistic in its design and
therefore is small, fast and certifiable.
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To address the safety requirements,
OpenSynergy has developed the
COQOS Hypervisor as a Safety Element
out of Context (SEooC) according to
ISO 26262. The SEooC approach means
that we have assumed certain safety
requirements that our product fulfills.
These safety requirements have been
derived from our reference architecture for the cockpit controller. Based
on these assumed safety requirements,
we have designed, implemented and
tested the COQOS Hypervisor following
the practices required by ISO 26262 up
to the level ASIL-B.
To ensure that we have done this correctly, we have requested TÜV-Süd to
externally verify our approach against
the ISO 26262 standard. TÜV-Süd has
confirmed that the COQOS Hypervisor
meets the requirements of ISO 26262
up to ASIL-B and has issued an associated technical report. OpenSynergy
intends to certify future versions of
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COQOS Hypervisor, according to the
roadmap, relying on an external authority, such as TÜV-Süd, or repeating
incremental assessments internally.
Customers who want to use our
COQOS Hypervisor for a project requiring an ASIL level must use our optional safety kit. In addition to the certificate, the safety kit contains a safety
manual that lists the assumed safety
requirements underling the hypervisor development, the environment
in which the hypervisor can be used
(“exposed requirements” on hardware
or other software) and instructions
on how to use the COQOS Hypervisor safely. The safety kit also contains
additional tools that verify the hypervisor configuration and the consistency
between the hypervisor and its configuration. Within the safety lifecycle,
customers need to use this information
to ensure that the hypervisor meets
their safety needs (in most cases it will,
as our hypervisor has been designed
with the cockpit controller in mind),
that the other software and hardware
behaves as we assume, and that the
hypervisor is used within the limits of
the safety manual instructions.
The SEooC approach using real-word
safety requirements and combined
with the added confidence from a
certificate, provides a high value to
the customer and makes it easiest
for them to integrate our product in
their device.

COQOS Hypervisor SDK

In addition to the COQOS Hypervisor,
OpenSynergy’s product “COQOS Hypervisor SDK” includes:
•

drivers and libraries that can be integrated in the VMs to provide efficient
inter-VM communication or enable
sharing of devices across VMs (sharedDISPLAY, shared-GPU….);

•

pre-integrated open source guest
operating systems (Linux and Android
following the SoC vendor roadmaps);

•

AUTOSAR solutions to enable fast integration into vehicle networks.
COQOS Hypervisor SDK also comes
with a complete cockpit controller usecase that implements the reference
architecture. The use-case consists
of certified software ready to go into
mass production (like the COQOS Hypervisor), pre-integrated open source
frameworks (Linux or Android), preintegrated BSPs provided by the SoC
vendor and example code that the
customer can use as a starting base.
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OpenSynergy has a close cooperation
with many automotive SoC vendors
and endeavors to support all relevant
SoCs. OpenSynergy’s strategy is to
build solutions that are as generic as
possible and are easily portable across
SoCs. Some parts of our solution (like
the COQOS Hypervisor itself) mainly
depend on the core processor architecture (like ARM Cortex) and are easily
portable between SoCs adhering to
this architecture. Other parts, such as
system MMUs or specific safety features, need to be adjusted to the specific choices the SoC vendor has made.
In some cases, our COQOS Hypervisor
SDK needs to integrate software solutions that the SoC vendor provides,
such as the virtualization kit provided
by Renesas. In this case, OpenSynergy
pre-integrates and co-delivers these
solutions with the COQOS Hypervisor
SDK.
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